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Introduction

* Goal: explore the potential of LLMs to develop reasoning
capabilities using pure reinforcement learning (RL) process.

» Use DeepSeek-V3-Base! as the base model and Group
Relative Policy Optimization (GRPO) as RL framework.

* Thisresultsin DeepSeek-R1-Zero.

* However, DeepSeek-R1-Zero encounters challenges such as poor
readability, and language mixing.

W ju, Aixin, et al. "Deepseek-v3 technical report." arXiv preprint arXiv:2412.19437 (2024).



Introduction

* DeepSeek-R1 was introduced to address shortcomings of
DeepSeek-R1-Zero.

* DeepSeek-R1 incorporates a small amount of cold-start data and a
multi-stage training pipeline.

* Explored distillation from DeepSeek-R1 to smaller dense
models.

» Demonstrated that the reasoning patterns discovered by larger
base models are crucial for improving reasoning capabilities.

10Qwen. Qwen2.5: A party of foundation models, 2024b. URL https://awenlm.oithub.io/blog/qwen?.5



https://qwenlm.github.io/blog/qwen2.5

Contributions

1. Post-Training: Large-Scale Reinforcement Learning on the
Base Model

* Applied RL to a base model without relying on supervised fine-
tuning (SFT) as a preliminary step.

* Validated that reasoning capabilities of LLMs can be
incentivized purely through RL, without SFT.

* Introduced a pipeline for combining multiple RL and SFT stages
to discover improved reasoning patterns.



Contributions

2. Distillation: Smaller Models Can Be Powerful Too

* Demonstrated that the reasoning patterns of larger models can
be distilled into smaller models.

* Validated that this results in better performance compared to
the reasoning patterns discovered through RL on small models.
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DeepSeek-R1-Zero: RL on the Base Model

* Reinforcement Learning Algorithm
 Group Relative Policy Optimization (GRPO)



Reinforcement Learning Algorithm

* Group Relative Policy Optimization (GRPO)!
* RL algorithm used to train DeepSeek-R1-Zero

* Foregoes the critic model that is typically the same size as the
olicy model.

* Estimates the baseline from group scores instead.

1Shao, Zhihong, et al. "Deepseekmath: Pushing the limits of mathematical reasoning in open language models." arXiv preprint arXiv:2402.03300 (2024).



Reinforcement Learning Algorithm

* Group Relative Policy Optimization (GRPO)*: optimize the
policy model 7t by maximizing the following objective:
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1Shao, Zhihong, et al. "Deepseekmath: Pushing the limits of mathematical reasoning in open language models." arXiv preprint arXiv:2402.03300 (2024).



PPO v.s. GRPO
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Demonstration of PPO and our GRPO. GRPO foregoes the value model, instead
estimating the baseline from group scores, significantly reducing training resources.

1Shao, Zhihong, et al. "Deepseekmath: Pushing the limits of mathematical reasoning in open language models." arXiv preprint arXiv:2402.03300 (2024).



PPO v.s. GRPO
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1Shao, Zhihong, et al. "Deepseekmath: Pushing the limits of mathematical reasoning in open language models." arXiv preprint arXiv:2402.03300 (2024).



PPO v.s. GRPO

Algorithm 1 Iterative Group Relative Policy Optimization

Input initial policy model g, ; reward models r,; task prompts D; hyperparameters ¢, 3, i
1: policy model my « mg,_,,
2: foriteration=1,...,1do

3: reference model 7,.f « g

4: forstep=1,...,Mdo

5: Sample a batch D, from D

6: Update the old policy model mp,,, < 7o

7: Sample G outputs {0;}%, ~ g, (- | q) for each question g € D

8: Compute r?wards {r;}, for each sampled output o; by running r,

9: Compute A;; for the t-th token of o; through group relative advantage estimation.
10: for GRPO iteration=1, ..., u do
11: Update the policy model 79 by maximizing the GRPO objective (Equation 21)
12: Update r, through continuous training using a replay mechanism.
Output g

1Shao, Zhihong, et al. "Deepseekmath: Pushing the limits of mathematical reasoning in open language models." arXiv preprint arXiv:2402.03300 (2024).



DeepSeek-R1-Zero: RL on the Base Model

* Reward Modeling
* Accuracy rewards
* Format rewards



Reward Modeling

* Rule-based reward system is used to train DeepSeek-R1-Zero.

 Accuracy rewards: evaluates whether the response is correct or not.

 E.g. For math problems, require the model to provide final answerin a
specified format (e.g. within a box!) or for LeetCode problems, use
compiler generated feedback based on predefined test cases.

* Format rewards: enforces the model to putits thinking process
between ‘<think>"and ‘</think>’ tags.



https://github.com/volcengine/verl/blob/main/verl/utils/reward_score/math.py

DeepSeek-R1-Zero: RL on the Base Model

* Training Template



Training Template

A conversation between User and Assistant. The user asks a
question, and the Assistant solves i1it. The assistant first thinks
about the reasoning process 1n the mind and then provides the user

with the answer. The reasoning process and answer are enclosed
within <think> </think> and <answer> </answer> tags, respectively,
i.e., <think> reasoning process here </think> <answer> answer here
</answer>. User: prompt. Assistant:

Table 1: Template for DeepSeek-R1-Zero. prompt will be replaced with the specific
reasoning question during training.



DeepSeek-R1-Zero: RL on the Base Model

e Performance, Self-evolution Process and Aha Moment of
DeepSeek-R1-Zero



Performance of DeepSeek-R1-Zero

DeepSeek-R1-Zero AIME accuracy during training
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Figure 2: AIME™ accuracy of DeepSeek-R1-Zero during training, For each question, accuracy is calculated
as average accuracy of 16 sampled responses.
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https://huggingface.co/datasets/Maxwell-Jia/AIME_2024

Performance of DeepSeek-R1-Zero

GPQA  LiveCode

1 20N 2
Model AIME 2024 MATH-500 Diamond® Bench4 CodeForces
pass@l cons@64 pass@1 pass@1 pass@1
OpenAl-ol-mini 63.6 80.0 90.0 60.0 53.8
OpenAl-01-0912 74.4 83.3 94.8 77.3 63.4
DeepSeek-R1-Zero  71.0 86.7 95.9 73.3 50.0
Table 2: Comparison of DeepSeek-R1-Zero and OpenAl 01 models on reasoning-related
benchmarks.
Ihttps://huggingface.co/datasets/Maxwell-Jia/AIME_2024
2https;//huggingface.co/datasets/HuggingFaceH4/MATH-500
Shttps://huggingface.co/datasets/ldavidrein/gpqa

*https://arxiv.org/abs/2403.07974


https://huggingface.co/datasets/Maxwell-Jia/AIME_2024
https://huggingface.co/datasets/HuggingFaceH4/MATH-500
https://huggingface.co/datasets/Idavidrein/gpqa
https://arxiv.org/abs/2403.07974

Self-evolution Process of DeepSeek-R1-Zero

DeepSeek-R1-Zero average length per response during training
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Figure 3: The average response length of DeepSeek-R1-Zero on the training set during the RL
process. DeepSeek-R1-Zero naturally learns to solve reasoning tasks with more thinking time.



Aha Moment of DeepSeek-R1-Zero

Question: If a > 1, then the sum of the real solutions of va — va +x = x is equal to

Response: <think>
To solve the equation ya — Va + x = x, let’s start by squaring both - - -

2
( a—\/a+x) =x? = a-+Va+x=x°
Rearrange to isolate the inner square root term:
(a-x)?=a+x = a®-2a?+(x*? =a+x = x*-2a?-x+(®-a)=0

Wait, wait. Wait. That’s an aha moment I can flag here.

Let’s reevaluate this step-by-step to identify if the correct sum can be - - -
We started with the equation:
Vva—-+Va+x=x

First, let’s square both sides:

a-— a+x=x2 - at+x=a—Xx
Next, I could square both sides again, treating the equation: - -

2

Table 3: Aninteresting “aha moment” of an intermediate version of DeepSeek-R1-Zero. The
model learns to rethink using an anthropomorphic tone. This is also an aha moment for us,
allowing us to witness the power and beauty of reinforcement learning.
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DeepSeek-R1-Zero: RL on the Base Model

* Drawback of DeepSeek-R1-Zero



Drawback of DeepSeek-R1-Zero

* Poor readability
* Language mixing



DeepSeek-R1: Reinforcement Learning with
Cold Start

* Two questions:

1. Canreasoning performance be further improved by
incorporating a “small” amount of high-quality data as a cold

start?

2. How can we train a user-friendly model that demonstrates strong
general capabilities?

* To address these questions, a pipeline to train DeepSeek-R1
s designed.



DeepSeek-R1: Reinforcement Learning with
Cold Start

* DeepSeek-R1 training pipeline consists of four stages:
1. Cold Start

. Reasoning-oriented Reinforcement Learning — SFT stages

2
3. Rejection Sampling and Supervised Fine-Tuning
4

. Reinforcement Learning for all Scenarios > RL stages



DeepSeek-R1: Reinforcement Learning with
Cold Start

* DeepSeek-R1 training pipeline consists of four stages:
1. Cold Start



Stage 1: Cold Start

* Approaches explored for collecting cold start data:
* Using few-shot prompting with a long CoT as an example

* Directly prompting models to generate detailed answers with
reflection and verification

* Gathering DeepSeek-R1-Zero outputs in a readable format
* Refining the results through post-processing by human annotators



DeepSeek-R1: Reinforcement Learning with
Cold Start

* DeepSeek-R1 training pipeline consists of four stages:

2. Reasoning-oriented Reinforcement Learning



Stage 2: Reasoning-oriented Reinforcement

Learning

* Same RL training process as DeepSeek-R1-Zero I.e., using
GRPO

* Language mixing problem is observed again in CoT responses

e Solution: introduce language consistency reward i.e., the
proportion of target language words in the CoT

* Final reward = accuracy reward + language consistency reward



DeepSeek-R1: Reinforcement Learning with
Cold Start

* DeepSeek-R1 training pipeline consists of four stages:

3. Rejection Sampling and Supervised Fine-Tuning



Stage 3: Rejection Sampling and Supervised
Fine-Tuning

 Use RL checkpoint from stage 2 to generate SFT data for stage 3.

* Incorporate data from other domains in addition to reasoning.

* E.g. writing, role-playing, and other general-purpose tasks



Stage 3: Rejection Sampling and Supervised
Fine-Tuning
* Two types of SFT data generated:

1. Reasoning data: curate reasoning prompts and generate reasoning response
from RL checkpoint in stage 2 using rejection sampling.

* Rejection sampling: generate multiple responses for each reasoning prompt and retain only
the correct responses, as determined by the generative reward model (DeepSeek-V3) and

reject the rest.
* Total collected reasoning data: 600k samples
2. Non-Reasoning data: writing, factual QS, self-cognition, and translation

 Portions of non-reasoning SFT training dataset for DeepSeek-V3 + generated responses
from DeepSeek-V3 to non-reasoning queries.

* Total collected non-reasoning data: 200k samples

e Fine-tune DeepSeek-V3-Base for two epochs using dataset of 800k
samples.



DeepSeek-R1: Reinforcement Learning with
Cold Start

* DeepSeek-R1 training pipeline consists of four stages:

4. Reinforcement Learning for all Scenarios



Stage 4: Reinforcement Learning for all
Scenarios

* Goal: improve the model’s helpfulness and harmlessness.
* Train using reward signals + diverse prompt distributions.

* For reasoning data, use same method as DS-Zero + rule-based
rewards.

* For non-reasoning, use reward models to capture human preferences.

* For harmlessness, evaluate the entire response (reasoning +
summary).

* For helpfulness, evaluate the final summary.



Distillation: Empower Small Models with
Reasoning Capability

* Fine-tune open-source models like Qwen and Llama using the 800k
samples curated with DeepSeek-R1.

* This straightforward distillation method significantly enhances the
reasoning abilities of smaller models.

* For distilled models, only SFT is applied. l.e., no RL stage.



Pass@1 evaluation

» Asimplified adaptation of pass@k metric from Chen et al.,
2021.

L —— number of generated responses ( 4 < k < 64 )

ZP@

1=1

passQ]1 =

| =

{1, if the ¢-th response is correct,
Pi =

0, otherwise.

Chen, Mark, et al. "Evaluating large language models trained on code." arXiv preprint arXiv:2107.03374 (2021).



DeepSeek-R1 Eval

Jation

Benchmark vetric)

Claude-3.5- GPT-40 DeepSeek

OpenAl OpenAl

DeepSeek

Sonnet-1022 0513 V3 ol-mini 01-1217 R1
Architecture - - MoE - - MoE
# Activated Params - - 37B - - 37B
# Total Params - - 671B - - 671B
MMLU-Redux Em) 88.9 88.0 89.1 86.7 - 92.9
MMLU-Pro Em) 78.0 72.6 75.9 80.3 - 84.0
DROP (3-shot F1) 88.3 83.7 91.6 83.9 90.2 92.2
English IF-Eval (Prompt Strict) 86.5 34.3 86.1 84.8 - 83.3
SimpleQA (Correct) 284 38.2 24.9 7.0 47.0 30.1
FRAMES (Acc) 72.5 80.5 73.3 76.9 - 82.5
AlpacaEval2.0 (LC-winrate) 52.0 51.1 70.0 57.8 - 87.6
ArenaHard Gpr1-4-1106) 85.2 80.4 85.5 92.0 - 92.3
Codeforces (Percentile) 20.3 23.6 58.7 934 96.6 96.3
Code
SWE Verified (Resolved) 50.8 38.8 42.0 41.6 48.9 49.2
Aider-Polyglot (Ace) 453 16.0 49.6 329 61.7 53.3
AIME 2024 (pass@1) 16.0 9.3 39.2 63.6 79.2 79.8
Math
CNMO 2024 (pass@1) 13.1 10.8 43.2 67.6 - 78.8
CLUEWSC Em) 85.4 87.9 90.9 89.9 - 92.8
Chinese C-Eval Ewm) 76.7 76.0 86.5 68.9 - 91.8
C-SimpleQA (Correct) 55.4 58.7 68.0 40.3 - 63.7

Table 4: Comparison
between DeepSeek-R1 and
other representative
models.



Distilled Model Evaluation

GPQA LiveCode

Model AIME 2024 MATH-500 Diamond  Bench CodeForces
pass@l cons@64 pass@1 pass@1 pass@1 rating
GPT-40-0513 [ 9.3 13.4 74.6 ] 49.9 32.9 799
Claude-3.5-Sonnet-1022 16.0 26.7 78.3 65.0 38.9 717
OpenAl-ol-mini 63.6 80.0 90.0 60.0 53.8 1820
QwQ-32B-Preview 50.0 60.0 90.6 54.5 41.9 1316
DeepSeek-R1-Distill-Qwen-1.5B  [28.9 52.7 83.9 33.8 16.9 954
DeepSeek-R1-Distill-Qwen-7B 55.5 83.3 92.8 49.1 37.6 1189
DeepSeek-R1-Distill-Qwen-14B 69.7 80.0 93.9 59.1 53.1 1481
DeepSeek-R1-Distill-Qwen-32B 72.6 83.3 94.3 62.1 57.2 1691
DeepSeek-R1-Distill-Llama-8B 50.4 80.0 89.1 49.0 39.6 1205
DeepSeek-R1-Distill-Llama-70B 70.0 86.7 94.5 65.2 57.5 1633

Table 5: Comparison of DeepSeek-R1 distilled models and other comparable
models on reasoning-related benchmarks.



Distillation v.s. Reinforcement Learning

* Question: can small models achieve comparable
performance through large-scale RL training without

distillation?

AIME 2024 MATH-500 GPQA Diamond LiveCodeBench
Model pass@l cons@64 pass@1 pass@1 pass@1
QwQ-32B-Preview 50.0 60.0 90.6 54.5 419

Table 6: Comparison of distilled and RL Models on Reasoning-Related
Benchmarks.

Distilled from DeepSeek-R1 Qwen-32B-Base + 10K RL steps




DeepSeek-V3 Base
(671B/37B Activated)

Supervised
Fine-Tuning

(SFT)
e

Reasoning Oriented RL
GRPO
Rule-based Reward
(Accuracy, Formatting)

+ CoT Language
Consistency Reward

DeepSeek-V3 Base
+ CS SFT + RORL DeopSeekV3
671B/37B Activated
Reasoning Prompts +
Rejection Sampling KV3 ;
(Rule-based & pose CoT Prompting
DS-V3 as judge)

Long CoT Data
(~k samples)

Cold Start

} Qwen2.5-Math-1.58 H Qwen2.5-Math-78 |

{ Quen2.5 148 H Quen2.5 328

I

1 Llama-3 3-70B-Instruct H Llama-3.1-8B ‘

SFT
2 epochs
800k samples

SFT
2 epochs
800k samples

I RL
Reasoning + Preference Reward
Diverse Training Prompts

| DeepSeek-R1-Zero |

| DeepSeek-R1-Distill-{Qwen/Llama}-{*B} ;

Distillation


https://x.com/SirrahChan/status/1881488738473357753

Resources

* DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement
Learning: https://arxiv.org/abs/2501.12948

* DeepSeek-V3 Technical Report: https://arxiv.org/abs/2412.19437

* DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open
Language Models: https://arxiv.org/abs/2402.03300

 RLHF and PPO
 https://github.com/hkproj/rlht-ppo/blob/main/Slides.pdr
* http://voutube.com/watch?v=gGyFrgc34yc

* RL for LLMs

* https://phontron.com/class/anlp2024/lectures/#reinforcement-learning-feb-22



https://arxiv.org/abs/2501.12948
https://arxiv.org/abs/2412.19437
https://arxiv.org/abs/2402.03300
https://github.com/hkproj/rlhf-ppo/blob/main/Slides.pdf
http://youtube.com/watch?v=qGyFrqc34yc
https://phontron.com/class/anlp2024/lectures/

Resources

* DeepSeek-R1 paper explanation
 https://voutu.be/XMnxKGVnEUC?si=UnFmMGedy/ba9Pbl

* Deep Dive into LLMs like ChatGPT
* https://youtu.be/TxTGNNLPyMI?si=h42Tn8sVjfo5ioiH

* HuggingFace implementation of GRPO
 https://github.com/huggingface/trl/blob/main/trl/trainer/grpo_trainer.py#l 1

08


https://youtu.be/XMnxKGVnEUc?si=UnFmMGe4yZba9PbI
https://youtu.be/7xTGNNLPyMI?si=h42Tn8sVjfo5ioiH
https://github.com/huggingface/trl/blob/main/trl/trainer/grpo_trainer.py
https://github.com/huggingface/trl/blob/main/trl/trainer/grpo_trainer.py

Thank you
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